
SYNTHETIC STRUCTURAL MAGENTIC RESONANCE IMAGE
GENERATOR IMPROVES DEEP LEARNING PREDICTION OF

SCHIZOPHRENIA

Alvaro Ulloa1,2,3, Sergey Plis3, Erik Erhardt2, and Vince Calhoun1,3

1Dept. of Electrical and Computer Engineering, University of New Mexico, Albuquerque, NM, USA.
2Dept. of Mathematics and Statistics, University of New Mexico, Albuquerque, NM, USA.

3The Mind Research Network, Albuquerque, NM, USA.

ABSTRACT

Despite the rapidly growing interest, progress in the study
of relations between physiological abnormalities and mental
disorders is hampered by complexity of the human brain and
high costs of data collection. The complexity can be captured
by deep learning approaches, but they still may require sig-
nificant amounts of data.

In this paper, we seek to mitigate the latter challenge by
developing a generator for synthetic realistic training data.
Our method greatly improves generalization in classifica-
tion of schizophrenia patients and healthy controls from their
structural magnetic resonance images. A feed forward neural
network trained exclusively on continuously generated syn-
thetic data produces the best area under the curve compared
to classifiers trained on real data alone.

1. INTRODUCTION

Mental illnesses alter normal behavior and may provoke hal-
lucinations in individuals. Depending on severity, they can
impair the person and significantly degrade their quality of
life. The need to better diagnose and treat these disorders
leads to vast interest in the study of mental illnesses, like
schizophrenia, at the behavioral and biological levels.

In an attempt to better characterize mental illnesses, sev-
eral studies show efforts in understanding the underlying bio-
logical mechanisms of the brain through statistical inference
and/or machine learning approaches to neuroimaging data [1,
2]. A popular data modality is structural magnetic resonance
imaging (sMRI). SMRI is a non-invasive technique for mea-
suring gray matter concentration (as a voxel’s intensity) of a
subject in a three dimensional image of the brain.

Machine learning yields promising results in neuroimag-
ing data applications, however it often relies on pre-processing
steps that either reduce the dimensionality at the cost of inter-
pretability [3], or impose prior assumptions with the hope to
inflate statistical power [4]. The scenario where the number

of collected observations is much larger than the number of
variables is common for big data problems such as natural
images [5], video [6], and text [7] processing, but in the neu-
roimaging field we find the opposite scenario. A brain image
can be composed of around 50,000 voxels (variables) and
even a large dataset may only contain between 400 and 2,800
images [8, 9].

The high cost of sMRI data collection constrains the
amount of data that can be collected per study. In this pa-
per, we propose a new classification architecture that uses a
synthetic sMRI generation technique to mitigate the effects
of a limited sample size. Our data-driven approach preserves
statistical properties of observed data in the synthetic samples
that are continuously generated at training.

While the idea of synthetic image generation has previ-
ously been used for the recognition of natural images [10,
11] and in its primitive form (additive noise) is an inherent
part of the de-noising autoencoder [12], we are unaware of
studies that used synthetic neuroimaging data in an online
learning framework. Finally, we hypothesize that feeding a
large number of synthetic MRI images to classical machine
learning methods may improve the classification accuracy of
schizophrenia patients, thus its high potential to be useful in
context beyond classification.

2. MATERIALS AND METHODS

2.1. Dataset

2.1.1. Participants

The sMRI data was collected from four sites: Johns Hop-
kins University, the Maryland Psychiatric Research Center,
the Institute of Psychiatry (IOP), London, UK, and the West-
ern Psychiatric Research Institute and Clinic at the University
of Pittsburgh, as described in [8]. It contains 198 schizophre-
nia patients (121 males; age = 39.68±12.12, range 17-81) and
191 controls (97 males; age = 40.26±15.02, range 16-79).



2.1.2. MRI settings

MRI was obtained on a 1.5 T Signa GE scanner with the fol-
lowing parameters (repeat time (TR) = 35 ms, echo time (TE)
= 5 ms, flip angle = 45 degrees, 1 excitation, slice thickness =
1.5 mm, field of view = 24 cm, and matrix size = 256×256),
except for IOP data, which was obtained using a 35 degree
flip angle and a 20 cm field of view. Patients and controls
were collected at all sites.

2.1.3. Pre-processing

The T1-weighted images were normalized to Montreal Neu-
rologic Institute (MNI) standard space, interpolated to voxel
dimensions of 1.5 mm3 and segmented into gray matter, white
matter, and cerebro spinal fluid maps. The resulting gray mat-
ter images were then smoothed with an isotropic 8 mm full
width at half maximum Gaussian filter.

For quality control, each sMRI volume was correlated
with all others to compute the mean correlation as a quality
metric. Images with the quality metric 2 standard deviations
below the mean were categorized as noisy. Seventy one im-
ages were discarded based on this analysis, yielding a final
dataset composed of 318 gray matter concentration images.

2.2. Data-driven simulator

The proposed data-driven simulator is a method that captures
statistical properties from observed data using independent
component analysis (ICA), to reduce dimensionality, and a
random variable (RV) sampling method, to generate synthetic
samples. We now briefly introduce ICA and describe two RV
sampling approaches to provide a detailed description of the
data-driven simulator.

2.2.1. Independent Component Analysis

ICA is a matrix factorization technique in which an observed
data matrix X is factored as

Xn×m = An×cSc×m, (1)

where, A is the mixing matrix, S the source matrix, n the
number of samples, m the number of variables, and c the
number of sources. When the number of sources, c, is un-
known, as in most real world problems, it can be estimated
using the criterion defined in [13]. The matrix factorization is
possible given that the c sources in S are mutually indepen-
dent and non-Gaussian.

When factorizing structural MRI, data is organized into
a subject by voxel matrix. The mixing matrix A then rep-
resents the subjects’ loading patterns, i.e., how each source
is weighted across subjects, and the rows of S represent the
sources, which are weighted patterns of voxels.

2.2.2. RV generator: Rejection sampling

Let R{fx,M} be a random variable (RV) generator function
that receives as input a probability density function fx(x) :
R → R, and the number of samples to generate, M . The
generated samples are random draws from the input PDF fx.

First, the generator function samples two RVs, u ∼
U(0, 1), and v ∼ U(b0, b1), where U denotes the PDF of
the uniform distribution and (b0, b1) denote the minimum and
maximum observed sample. The method then accepts v as
a sample from fx given that u < fx(v). This procedure is
repeated until the desired number of samples is accepted.

2.2.3. RV generator: Multivariate Normal

We use the sample mean and sample covariance matrix from
the matrix data as input of this RV generator. Then, we use
the spectral decomposition approach for generating multivari-
ate random normal samples. Contrary to the rejection sam-
pling generator, this approach accounts for correlation struc-
ture among the RVs, however it loses generality of marginal
distributions.

2.2.4. Structural MRI generator

The structural MRI generator builds from two assumptions:

• The estimation of ICA sources from the observed data
will be a good approximation of the true sources.

• A group of individuals with a common diagnosis shares
statistical properties that are reflected in their loading
coefficients (A).

Based on these assumptions, our generator first factors
the observed dataset X into A and S as described in sec.
2.2.1. Then, it splits A into sub-matrices AHC and ASZ,
which represent healthy controls and schizophrenia patients
respectively. Next, the method feeds each A matrix to an RV
generator of choice, either of those described in sections 2.2.2
or 2.2.3.

In the case of using the rejection sampling method, we es-
timate the probability density functions (PDF) of each column
of A as follows

f i
x = pdfN{[AHC]i}, gix = pdfN{[ASZ]i},

where, i indicates the ith column of the matrix, and the
pdfN{·} function denotes a N-bin normalized histogram.
The algorithm then proceeds to input f i

x and gix to the rejec-
tion sampling RV generator as follows

[ÂHC]M×c = [R{f1
x ,M}, R{f2

x ,M}, ..., R{f c
x,M}]

[ÂSZ]M×c = [R{g1x,M}, R{g2x,M}, ..., R{gcx,M}],

where, R{·} is the RV generator defined in 2.2.2, and Â de-
notes a synthetic mixing matrix.
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ÂHC
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Fig. 1. Synthetic structural MRI generation block diagram,
where X represents data, A and S is the factorization of X ,
Â denotes the generated loading matrix, and X̂ represents the
synthetic data.

In the case of the multivariate normal sampling method,
we simply estimate the mean and covariance matrix of
AHC and ASZ, and generate M samples using the esti-
mated parameters, ÂHC ∼ MVN(ĀHC,ΣHC), and ÂSZ ∼
MVN(ĀSZ,ΣSZ).

Finally, we reconstruct M images for each diagnosis
group by

[X̂HC]M×m = [ÂHC]M×c[S]c×m + X̄

[X̂SZ]M×m = [ÂSZ]M×c[S]c×m + X̄,

where, X̄ is the voxel mean computed at the beginning of the
method, and X̂ is the resulting simulated image. The method
procedure using any of the mentioned RV generator is de-
picted in Fig. 1.

2.2.5. Multilayer Perceptron

A multilayer perceptron (MLP) is a feed-forward neural net-
work model that projects a set of inputs through a set of
non-linear operations. For the purpose of this study, we de-
signed a MLP consisting of 10 layers, 1000 hidden nodes for
each layer, sigmoid activation functions, 50% dropout at each
layer, and L1 regularization and the input level with a weight
of 0.01.

We used the AdaGrad [14] learning algorithm to optimize
the binary cross entropy between the expected output and es-
timated output.

2.3. Experimental Setup

The dataset initially consists of structural MRI from 389 indi-
viduals, which is then reduced to 318 by quality control mea-
sures as described in Section 2.1. After masking out vox-
els outside of the brain, each sMRI image consists of 55,527
voxels. The cleaned subject data is split into 90% training
and 10% testing (for 10-fold cross-validation). The train-
ing dataset is fed to the data-driven simulator, set to produce
20,000 batches of 100 samples: 50 healthy controls and 50
patients with 40 estimated sources. This results in a total of
2,000,000 sMRI samples to use as training data.

Fig. 2. Experimental setup for online learning and evaluation
system, where Xtrain and Xtest denote the training and test-
ing data respectively, the SMRI generator block is shown in
Fig. 1, and the online trainer block denotes a machine learn-
ing algorithm that can be sequentially trained with batches of
data.

Next, we sequentially feed batches to an online trainer for
a Gaussian naive Bayes and MLP classifier. It is important
to notice that a sample of synthetic data is only seen by the
trained model once: one pass through the data. Also, that in
practice the online learners may be fed with batches sequen-
tially without first pre-generating the dataset but generating
data on-the-fly.

We also train and test several other classical classifiers
on raw data for comparison. All our experiments are imple-
mented using free software provided by scikit-learn [15] and
Theano [16]. Finally, we report area under the ROC curve
(AUC) in the testing set. See Fig. 2 for a view of the com-
plete experimental setup.

3. RESULTS

The sMRI generator first computes ICA sources from the
sMRI dataset. The sources are visually inspected to assess
stability and check for anatomically reasonable regions. We
tested group differences and sorted the components by signif-
icance level, see Fig. 3.

We evaluated the classification score of various classi-
fiers on raw data. We tested Nearest Neighbors, linear SVM,
RBF SVM, Decision Tree, Random Forest, Logistic Regres-
sion, and Linear Discriminant Analysis [17]. We used a grid
search of hyper-parameters and evaluated the best combina-
tion within a nested a 10-fold cross validation, we then report
average AUC and standard deviation across the 10 folds.

In addition, we evaluated four online learning approaches:
Naive Bayes and MLP combined with either rejection sam-
pling or multivariate normal RV generator. As with the clas-
sical methods, we report results using a 10-fold cross valida-
tion, but fixed parameters, as described in section 2.2.5. Grid
search for these approaches was computationally expensive
and the parameters were chosen heuristically.

Overall, three of the four methods trained on synthetic
data showed classification performance superior to classifiers
trained exclusively on real data. The best performance was re-
ported by the MLP classifier with the multivariate normal RV
generator (0.75 AUC). See Table 1 for a complete summary
of the results.



Table 1. Average and standard deviation of a 10-fold cross
validation experiment for various classifiers and the proposed
methodologies.

Classifier
Method

Average
AUC

Standard
deviation

Online learning and synthetic data

MLP with MVN 0.75 0.04
MLP with rejection 0.73 0.05
Naive Bayes with rejection 0.7 0.07
Naive Bayes with MVN 0.65 0.06

Raw data

Logistic Regression 0.7 0.08
RBF SVM 0.68 0.07
Linear SVM 0.68 0.08
LDA 0.67 0.05
Random Forest 0.66 0.1
Nearest Neighbors 0.64 0.07
Decision Tree 0.55 0.09

4. DISCUSSION

We initially hypothesized that training on a large number of
synthetic but realistic samples may improve the accuracy of
classifying schizophrenia patients versus healthy controls.
The results show evidence in favor of our hypothesis be-
cause three online learning methods with synthetic data that
we have tested exhibit improved performance compared to
classic approaches. Results are encouraging and provide evi-
dence of the value of the proposed synthetic data generator
for improved generalization.

Out of the four online learning methods, two MLP me-
thods stand out in their classification performance. This
suggests the utility of deep learning in the area of neuroimag-
ing. Deep neural networks have been gaining popularity in
areas were data is abundant, so called big data, however its
utility on the other side of the data size spectrum, scarce data,
is yet to be defined. Our MLP with synthetic data generation
brings deep neural networks a step closer to applications to
neuroimaging data.

The main component of our approach is the sMRI gene-
rator. The proposed method exploits the fact that sMRI data
is spatially redundant (smooth) and, with insignificant loss of
information, reduces dimensionality using ICA. Several stud-
ies on gray matter concentration favor the use of ICA [18, 19]
because of the easy interpretation of its results and its com-
patibility with known regions of the brain. The reduced data
is passed to a data-driven RV generator.

The RV generator takes the reduced data, mixing matrix,
and emulates its statistical properties with two different ap-

Fig. 3. Significance level (− log10(p)) of the top ten most dif-
ferent components. The red dotted line shows the Bonferroni
significance level threshold at 0.01 ( 0.0140 ). The images on top
of the first four bars depicts the spatial location on the brain
of the source.

proaches. The first approach is a method based on rejection
sampling that from the sampled PDF emulates RVs column
by column of the mixing matrix. This approach provides
flexibility for modeling the PDF of the sampled mixing ma-
trix, however it ignores interactions among columns of the
reduced data. The second approach is a simple multivariate
normal RV generator that focus on capturing the correlations
between columns but fixes the joint PDF of the variables.

In concordance with Li et. al [13], we observed that as
we increase the number of estimated sources, it is more likely
to encounter interaction among columns. It often occurs that
over-estimation of the number of sources results in a spatial
splits, which then show a similar pattern at the mixing ma-
trix level. Thus, the use of a multivariate normal RV may
be advantageous. On the other hand, if we underestimate the
number of sources the columns of the mixing matrix were
less correlated, so the use of a rejection sampling RV gene-
rator should be preferred. Overall, it is a good practice to
observe the level of correlation on the mixing matrix and pick
a method that better fits this observation.

To the best of our knowledge, the proposed methodology
is the first attempt to classify neuroimaging data in an online
fashion using purely synthetic data. Results showing the syn-
thetic approach had the highest AUC measures are encourag-
ing and provide positive evidence of a promising methodol-
ogy. Beside the proposed application in a joint system with
deep learning our simulator can be of independent use. For
example, it may be advantageous rather than sharing the data
to be able to publish the simulator and let researchers use it to
train their models searching for better algorithms to classify
schizophrenia. This is especially true for datasets that cannot
be shared for ethical or legal reasons.



Despite the demonstrated utility of our approach there are
several open questions for the future work. Among which
is the minimal size of the data when the simulator becomes
useful as it starts capturing enough statistics to help gener-
alization. Likewise, the maximum size of the data when the
benefit of synthetic data generator levels off. Additionally,
even the MVN simulator only captures second order statistics
about the distribution, it remains unknown if distributions that
model more complex interactions are of further utility. How-
ever, we hypothesize that this indeed may be the case accord-
ing to the trend that we already observe going from univariate
to multivariate pdf.
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