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Imaging is critical to treatment decisions in most modern medical 
specialties and has also become one of the most data rich com-
ponents of the electronic health record (EHR). For example, dur-

ing a single routine ultrasound of the heart (an echocardiogram), 
approximately 10–50 videos (around 3,000 images) are acquired to 
assess heart anatomy and function.

In clinical practice, a cardiologist has limited time to interpret 
these 3,000 images within the context of numerous other data 
streams such as laboratory values, vital signs, additional imaging 
studies (radiography, magnetic resonance imaging, nuclear imag-
ing and computed tomography) and other diagnostics (for example, 
electrocardiograms). While these numerous sources of data offer 
the potential for more precise and accurate clinical predictions, the 
ability of humans to recognize echocardiographic patterns unaided 
is limited compared with that afforded by integration of data into 
complex decision making assisted by computers1. Hence, there is 
both a need and a substantial opportunity to use technology, such as 
machine learning, to manage this abundance of data and ultimately 
provide intelligent computer assistance to physicians2–4.

Recent advances in deep learning (deep neural networks 
(DNN)) technologies such as convolutional neural networks 
(CNN), recurrent neural networks, dropout regularization5 and 
adaptive gradient descent algorithms6, in conjunction with mas-
sively parallel computational hardware (graphics processing units 
(GPUs)), have enabled state-of-the-art predictive models for 
image, time-series and video-based data7,8. For example, DNNs 

have shown promise in diagnostic applications such as diabetic 
retinopathy9, skin cancer10, pulmonary nodules11, cerebral micro-
haemorrhage12,13 and aetiologies of cardiac hypertrophy14; yet, the 
opportunities presented by machine learning are not limited to 
such diagnostic tasks2,15,16.

The prediction of future clinical events, for example, is a natu-
ral extension of machine learning in medicine. Nearly all medical 
decisions rely on accurate prediction. Indeed, diagnoses are pri-
marily used to help predict both future clinical outcomes and what 
treatments or interventions will have a positive impact on those 
outcomes. Therefore, the prediction of future clinical events is a 
crucial task, and its complexity suggests that there is ample room 
for assistance from computer-based methods. Recent studies dem-
onstrate this potential for prediction of in-hospital mortality17,18 and 
palliative care referrals19. In cardiology, variables derived from the 
EHR have been used to predict 2–5 yr all-cause mortality in patients 
undergoing coronary computed tomography20,21 and 5 yr all-cause 
mortality in patients undergoing echocardiography22 and to directly 
estimate the benefit of treatments to prolong survival in patients 
with heart failure23.

Notably, these initial outcome-prediction studies in cardiology 
exclusively used human-derived (that is, ‘hand-crafted’) measure-
ments from imaging, as opposed to automatically analysing the raw 
image pixel data. While metrics derived from traditional image pro-
cessing may ultimately improve clinical prediction performance24,25, 
an approach that is unbiased with respect to human perception and 
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pattern-recognition ability may provide even further predictive  
performance improvement. This concept was recently demonstrated 
by using deep learning to enhance prediction of all-cause mortality 
directly from electrocardiogram voltage–time traces, with supe-
rior performance compared with models using only hand-crafted 
measurements26.

Thus, there is strong potential for an automated analysis to 
enhance the performance of predictive models by using all available 
image data rather than relying solely on human-derived and clini-
cally inspired measurements. The potential benefit of this approach 
for echocardiography is further strengthened by the added avail-
ability of rich spatiotemporal (video) data, which are both widely 
used in the clinic27 and have relatively low cost28.

Initial efforts using DNNs have focused on using individual 
images14,29,30 and full video models to estimate hand-crafted mea-
surements31–36. In this Article, we investigate an approach that 
directly estimates individual outcomes from raw videos. We 
hypothesized that a DNN could learn spatiotemporal features from 
echocardiography video data to enhance clinical prediction of 1 yr 
all-cause mortality. We used a large video database (34,362 partici-
pants, 42,095 studies and 812,278 videos) linked to EHR data that 
included hand-crafted echocardiography-derived measurements 
(EDMs), additional clinical variables and individual outcomes to 
show that this hypothesis holds true. We also showed superior pre-
diction performance of the DNN model compared with four cardi-
ologists and two benchmark clinical risk models, the pooled cohort 
equations (PCE)37 and Seattle Heart Failure (SHF) risk score38. 
Finally, we show that the result from the DNN model retains prog-
nostic significance for nearly a decade, well beyond the 1 yr predic-
tion for which it was trained.

Results
We first cross-validated the DNN model on our large clinically 
acquired echocardiography video database (812,278 videos). 
Independent models were trained for individual views (for example, 
parasternal long-axis and apical four-chamber views) and aggre-
gated to form a feature vector that consisted of the outputs from 
individual view models. On average, using all echocardiography 
video views combined yielded higher performance (area under the 
receiver operating characteristic curve (AUC) = 0.83, 95% confi-
dence interval (CI) (0.83, 0.84)) for predicting 1 yr mortality than 
using either 58 EDMs (AUC = 0.75, 95% CI (0.74, 0.76)) or the 
combination of the 58 EDMs and 100 additional clinical variables 
from the EHR, including relevant cardiovascular-related diagnoses, 
laboratory values, demographics and vital signs (AUC = 0.81, 95% 
CI (0.80, 0.82); Fig. 1). The largest model that combined all views 
and the 158 EHR-derived measurements yielded an AUC of 0.84, 
95% CI (0.84, 0.85).

Models based on individual views ranged in performance from 
an AUC of 0.70–0.80, with the parasternal long-axis view (PL 
DEEP) producing the best individual performance. Finally, we cal-
culated the PCE score27, a clinical standard benchmark for future 
cardiovascular disease, for the same samples. The PCE score yielded 
an AUC of 0.64 (95% CI (0.62, 0.66)) for 1 yr mortality prediction, 
which was inferior to all tested DNN models.

Given this proof of concept from the cross-validation experi-
ments for predicting 1 yr mortality from echocardiography videos 
with a DNN, we then re-trained the DNN models using all 812,278 
videos from the cross-validation experiments, and evaluated per-
formance on two new and distinct groups of participants. The first 
group was an independent set of 600 participants (survey set), bal-
anced for the 1 yr mortality outcome (300 patients who survived 
for 1 yr after echocardiography and 300 patients who died within 
1 yr). The second group was a cohort of 2,404 patients with heart 
failure (defined as ‘definite’ heart failure by eMERGE guidelines39) 
who underwent 3,384 echocardiograms.

We used the survey set to evaluate the performance of four expert 
cardiologists, three of whom were Core Cardiovascular Training 
Statement (COCATS) level 3 and one with level 2 in echocardiog-
raphy. The cardiologists were independently and blindly asked to 
determine whether each individual would be alive or dead 1 yr fol-
lowing the echocardiogram. For the sake of assessing the cardiolo-
gists’ performances in an efficient manner, we presented a limited 
input set of a single video from the parasternal long-axis view (the 
highest-performing individual view) and ten EHR variables to com-
pare their performance with a model trained on the same input set.

We constructed a risk score from the cardiologists’ answers by 
aggregating the number of positive predictions (deceased within 
1 yr) for each patient. The DNN model yielded an AUC of 0.84, 95% 
CI (0.81, 0.87), whereas the aggregated cardiologist score yielded 
an inferior AUC of 0.68, 95% CI (0.64, 0.71) (Fig. 2a and Table 1).

To further evaluate the performance of the DNN model com-
pared with that of the cardiologists, we rearranged the survey set to 
show matched pairs. No individual-level feedback was provided to 
the cardiologists between experiments. In this second survey, the 
cardiologists and the model were presented with two studies at a 
time: one study was from an individual who died within 1 yr and 
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Fig. 1 | AUC across five folds for individual and collective 
echocardiography views. Average AUC across five folds for each individual 
echocardiography view (beige), all echocardiography views (green) and 
all views with 158 EHR features (black), including 58 EDMs and 100 
clinical variables. The performance of an XGBoost model built from the 58 
EDMs is shown in pink, and the performance of an XGBoost model built 
from the 158 total EHR features including the EDMs is shown in red. The 
performance of the PCEs is shown in brown. The black whiskers and the 
pink, red and brown shades denote the 95% CIs. Full descriptions of the 
abbreviated echocardiogram views are provided in Supplementary Table 6.
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the other was from a participant who lived beyond 1 yr after the 
echocardiogram. Both the cardiologists and the model were asked 
to select the individual from each pair with the higher chance of 
death within 1 yr. We matched 300 pairs by sex, age (within 5 yr) 
and left ventricular ejection fraction (LVEF) (within 10% absolute 
difference). This survey was designed to control for the outcome 
prevalence and directly measure discrimination performance. The 
DNN model yielded an accuracy of 82%, while the four cardiolo-
gists scored 66, 70, 73 and 76% (Fig. 2b and Table 1). We note that 
simple heuristics, such as selecting the older patient or the lower 
LVEF as the positive sample, resulted in 43% (131 samples) and 
36% (108 samples) accuracy, respectively. Using a paired proportion 
test, the model yielded significantly higher performance than three 
out of four cardiologists after correcting for multiple comparisons 
(P < 0.05/4).

Next, we evaluated whether the cardiologists could improve their 
performance when assisted by the model. Similar to the first survey, 
we showed an individual study at a time, collected the cardiologist 
prediction, and then immediately presented the same study along 
with the machine prediction score. The aggregated cardiologist 
score AUC improved from 0.72, 95% CI (0.68, 0.76) to 0.78, 95% CI 
(0.74, 0.81) with assistance from the model predictions, which mar-
ginally overlaps with the DNN performance. In the survey, on aver-
age, the cardiologists correctly changed 10.3% of their predictions 
and incorrectly changed in 3.8% of their predictions. Sensitivity 
increased by 13%, while specificity decreased by less than 1% on 
average (Fig. 2c and Table 2).

The second group of individuals to which we applied our fully 
trained DNN model (all views plus EHR) was a cohort of 2,404 
patients with heart failure (defined as ‘definite’ heart failure by 
eMERGE guidelines39) who underwent 3,384 echocardiograms. 
We chose this group of patients as an important additional clini-
cal validation since heart failure is prevalent and costly and the 
management of heart failure relies heavily on survival prediction 
models such as the SHF risk score38. Within this cohort, the SHF 
score yielded an AUC of 0.70, 95% CI (0.68, 0.71), whereas the DNN 
model yielded an AUC of 0.76, 95% CI (0.74, 0.77). Notably, this 
superior performance of the DNN was observed for patients with 
both reduced (HFrEF) and preserved (HFpEF) LVEF (Table 3).

We computed predictions based on a mid-range threshold for 
the DNN model (0.5) and the SHF score (1.5) to discriminate 

between high and low risk. The range of scores was 0 to 1 for the 
DNN model and !1 to 4 for the SHF model38. Figure 3 shows the 
Kaplan–Meier survival curves stratified by the 1 yr mortality pre-
diction labels, which we used to compute Cox proportional hazard 
ratios. The plots demonstrate that, despite the prediction being for 
1 yr all-cause mortality, the result held long-term predictive power 
over the next 9 yr, with a hazard ratio of 2.9, 95% CI (2.6, 3.2) for the 
DNN model, compared with a hazard ratio for the SHF score of 2.2, 
95% CI (2.0, 2.4). In particular, the DNN model maintained a higher 
negative predictive value compared with the SHF score (89% versus 
83%, respectively), while maintaining the same positive predic-
tive value (PPV) of 40%. This indicates that the DNN model better 
selected participants at low risk and may help to reduce unnecessary 
interventions on these lower-risk patients with heart failure.

There was no publicly available echocardiography dataset with 
mortality outcomes to serve as a truly external validation set for 
our work. However, we applied our apical four-chamber model 
to a large external echocardiography dataset with LVEF measure-
ments34, which we used as a surrogate for mortality risk. The pre-
dicted risk as a function of LVEF aligned with the reported trend 
of mortality outcomes versus LVEF40 (Supplementary Information, 
‘Application to Stanford dataset’).

Finally, we investigated what the DNN model was learning from 
the echocardiography videos. To do this, we occluded sample vid-
eos with 10 " 10 " 10 3D voxels and calculated the difference in the 
likelihood score that resulted from occluding that particular region. 
We show example results for parasternal long-axis (Fig. 4), api-
cal two-chamber (Supplementary Fig. 8) and apical four-chamber 
(Supplementary Fig. 9) views. Since the results of the occlusion 
are videos, we displayed the first frame and overlaid red regions 
to denote significant changes in risk score (>2.5" s.d.) for at least 
10 frames. We demonstrated these occlusion experiments for four 
patients with the highest prediction score who died within 1 yr 
(top row of figures) and four patients with the lowest prediction 
score who survived beyond 1 yr (bottom row of figures). These 
patients were selected from the test set of the first cross-validation 
experiment fold. Note that for the high-risk patients, the occlu-
sion decreases the risk score, whereas for the low-risk patients, the  
occlusion increases the risk score. Generally, we observed that the 
regions with the largest effect on the risk score coincided with ana-
tomically relevant regions of the heart, particularly the left atrium, 

1.0a b c

0.8

0.6

S
en

si
tiv

ity

A
cc

ur
ac

y

0.4

0.2

0

1.0

0.9

0.8

0.7

0.6

0.5

S
en

si
tiv

ity

1.0

0.8

0.6

0.4

0.2

0
0 0.2 0.4

1 – Specificity

Cardiologists (area = 0.677)

Cardiologist (solo)

Cardiologist (assisted)
DNN (AUC = 0.842)DNN (area = 0.842)

0.6 0.8 1.0 0 0.2 0.4

1 – Specificity

0.6 0.8 1.0DNN C1 C2 C+

Respondent

C3 C4
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left ventricle and the mitral and aortic valve planes. These regions 
appeared to be more limited and localized in the videos from 
low-risk individuals, whereas in the videos from high-risk individu-
als they appeared to include surrounding anatomy; however, when 
presenting several examples of the occlusion maps to cardiologists, 
they reported that they were unable to identify patterns that could 
help them better predict patient survival outcomes. Instead, the  
cardiologists focused their attention on the model’s predicted score 
to re-evaluate their initial assessment.

Discussion
We have shown the potential for neural networks to assist physi-
cians with the clinical task of predicting 1 yr all-cause mortality. 
We used full, raw (annotation-free) echocardiographic videos to 

make predictions by learning from more than 812,278 clinically 
acquired echocardiography videos of the heart (50 million images). 
We showed that the ability of this DNN model to discriminate 1 yr 
mortality surpassed that of models using only image-derived and 
standard clinical measurements from the EHR as well as multiple 
existing clinical risk scores. Moreover, the DNN model enhanced 
the predictive performance of four trained cardiologists. This echo-
cardiography video-based DNN model can therefore add value 
beyond a standard clinical interpretation.

We chose survival as an unambiguous clinical outcome to dem-
onstrate feasibility for this initial work. Even when observer vari-
ability in echocardiography may exist for predicting human-defined 
outcomes41,42, our focus on mortality labels allows us to minimize, 
if not eliminate, this challenge. Improving predictive performance 
may directly improve patient risk assessment prior to elective sur-
gical procedures or influence therapy guidance for both primary 
and secondary prevention of cardiovascular disease in the outpa-
tient setting. At the population level, an improved mortality risk 
model may enable health systems and insurance providers to bet-
ter understand and optimally deploy resources to the population, as 
demonstrated previously using only EHR variables in patients with 
heart failure23. For heart failure in particular, methods for identi-
fying candidates for advanced therapies such as cardiac transplant 
and implantation of durable mechanical support devices historically 
rely on mortality risk assessments based partly on peak oxygen con-
sumption and invasive haemodynamics. Consideration for defibril-
lator placement in patients with heart failure is also predicated on 
a reasonable expectation of meaningful survival for more than 1 yr 

Table 1 | Performance summary for the two surveys

Individual survey (N"="600) Paired survey (N"="300)

AUC Correct Accuracy (%) Sensitivity (%) Specificity (%) Correct Accuracy (%)

C1 - 393 66 (62, 69) 41 (35, 47) 90 (87, 93) 229 76 (72 81)
C2 - 365 61 (57, 65) 31 (26, 37) 91 (87, 94) 197 66 (60 71)
C3 - 338 56 (52, 60) 16 (12, 20) 97 (95, 99) 211 70 (65 76)
C4 - 366 61 (57, 65) 31 (26, 36) 90 (87, 94) 219 73 (68 78)
C+ 0.68 (0.64, 0.71) 376 63 (59, 67) 33 (28, 38) 92 (89, 95) 215 72 (67 77)

DNN 0.84 (0.81, 0.87) 465 78 (74, 81) 78 (73, 82) 77 (73, 82) 245 82 (77 86)

Predictive performance of each of the four cardiologists (C1–C4), the aggregated cardiologists score (C+), and the DNN model. Correct predictions, accuracy, sensitivity and specificity are shown in 
rounded percentages with their respective 95% CIs in parentheses.

Table 2 | Summary of performance of cardiologists C1–C4 in completing the individual survey (N"="600) without (solo) and with 
(+DNN) computer assistance

Correct Change Accuracy (%) Sensitivity (%) Specificity (%)

Solo +DNN + ! Solo +DNN Solo +DNN Solo +DNN

C1 416 456 65 25 69 76 61 71 78 81
(66, 73) (73, 79) (55, 67) (66, 76) (73, 82) (76, 85)

C2 392 442 80 30 65 74 49 66 82 81
(62, 69) (70, 77) (43, 55) (61, 71) (77, 86) (77, 86)

C3 387 427 65 25 65 71 42 56 87 87
(61, 68) (68, 75) (36, 48) (50, 61) (83, 91) (83, 91)

C4 374 400 39 13 62 67 41 53 83 80
(58, 66) (63, 70) (36, 47) (48, 59) (79, 88) (75, 85)

C+ 401 451 71 21 67 75 53 70 80 80

(63, 71) (72, 79) (48, 59) (65, 75) (76, 85) (76, 85)

‘Change’ shows the number of times the cardiologists altered a false prediction (+) and a true prediction (!) using the machine score. ‘C+’ shows the performance of the aggregated cardiologists score. 
Accuracy, sensitivity and specificity are shown in rounded percentages with their respective 95% CIs in parentheses.

Table 3 | DNN model performance (and bootstrapped 95% CI 
AUCs) in heart failure cohort of 2,404 patients who underwent 
3,384 echocardiograms, separated into HFrEF and HFpEF

All (n"="3,384) HFrEF 
(n"="2,026)

HFpEF 
(n"="1,357)

SHF score 0.70 (0.68, 0.71) 0.70 (0.67, 0.72) 0.69 (0.66, 0.72)

DNN model 
(full)

0.76 (0.74, 0.77) 0.76 (0.74, 0.78) 0.75 (0.72, 0.78)

Benchmark comparison was made to the SHF score. Note that one study did not meet the criteria 
for either HFrEF or HFpEF because no LVEF was reported.
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(ref. 43). Implementation of a more accurate mortality-based risk 
tool may have additive benefits44. Finally, estimation of 1 yr mortal-
ity is particularly important for planning the transition to palliative 
care and hospice45. Further research will be needed to evaluate the 
performance of neural network models to predict additional clini-
cally relevant outcomes in cardiology, such as future hospitaliza-
tions or the need for major procedures such as valve replacement.

This work has several limitations. First, determining exactly what 
information within the echocardiograms that our model is using to 
make accurate predictions is challenging, and this is a general prob-
lem facing all DNN models46. We used occlusion maps to provide 
evidence that the DNN was affected by anatomically appropriate 
regions of the heart, similar to previous work in skin cancer classi-
fication10, diabetic retinopathy screening47 and intracranial haemor-
rhage detection48. Unfortunately, this standard approach is limited 
since only empirical findings can be shown on a case-by-case basis 
without definitive general interpretation. Future work on build-
ing interpretable DNN models without sacrificing performance is 
needed to fully address this limitation of the field. Second, although 
our data had inherent heterogeneity, since they were derived from 
a large regional healthcare system with more than ten hospitals 

and hundreds of clinics, data from other independent healthcare 
systems with mortality outcomes will be required to fully assess 
generalizability. Third, infrastructure limitations probably led to 
reduced model performance; that is, we were able to use less than 
10% of available echocardiograms at our institution because using 
all echocardiograms would require substantial hardware (around 
1 petabyte of fast storage attached to GPU systems). We show (in 
Supplementary Information, ‘Comparison of cross-validation 
results with Samad et al.’) that sample size is the primary explana-
tion for the reported decreased prediction performance for a model 
trained from the 158 EHR-derived variables in the current study 
(AUC of 0.81 in 42,092 echocardiograms) compared with our previ-
ous work using an order of magnitude more data (AUC of 0.85 in 
331,317 echocardiograms22; note that raw video data was not used 
in this previous study).

In summary, we have developed a methodology and architecture 
for extracting clinically relevant predictive information from medi-
cal videos with a deep neural network and subsequently provided 
evidence of the feasibility and potential of such predictive mod-
els. With the ongoing rate of technological advancement and the 
rapid growth in electronic clinical datasets available for training, 
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neural networks will augment future medical image interpretations 
with accurate predictions of important clinical outcomes such as 
mortality.

Methods
EHR data preprocessing. !e Institutional Review Board approved this study with 
a waiver of consent, in conjunction with our institutional patient privacy policies. 
Our institutional echocardiography archives, as of January 2020, contained 
a total of 683,662 echocardiography studies from 305,282 unique patients 
collected over the previous 22 yr. We extracted all structured physician-reported 
EDMs (n = 58) from these studies. Furthermore, through our institutional 
phenomics initiative database, we linked these echocardiography measurements 
to patient demographics (3), vitals (5), laboratory (2) and problem list data (90) 
(International Classi"cation of Diseases, Tenth Revision (ICD-10) codes) from our 
institutional EHR (Epic Systems; 1996–present). Supplementary Table 12 shows a 
list and description of all 158 EHR variables used in the study.

All continuous variables were cleaned to remove physiologically out-of-limit 
values (manually defined by a cardiologist), which were presumed to reflect 
input errors and set as missing. We identified 8 categorical variables in the 
echocardiography measurements that each reported 5 valvular regurgitation 
and stenosis severity levels (including not assessed) and converted them to 40 
one-hot encoded binary variables. We also identified an ordinal variable reporting 
diastolic function, and coded it as !1 for normal, 0 for dysfunction (but no grade 
reported), and 1, 2 and 3 for diastolic dysfunction grades I, II and III, respectively. 
For non-echocardiography-derived measurements, such as low-density 
lipoprotein, high-density lipoprotein, blood pressure, heart rate (if not taken at 
the study), weight and height measurements, we retrieved the most recent past 
measurement, within a 1 yr window, relative to the echocardiogram acquisition 
date. We calculated the patient’s age and survival duration from the date of the 
echocardiogram.

The patient status (dead or alive) was identified on the basis of the 
last-known living encounter or confirmed death date, which is cross-referenced 
monthly in our system against national death index databases. For labelling 1 yr 
mortality, a positive sample was defined as an echocardiography study within 
1 yr of the patient’s death date. A negative 1 yr mortality label was defined as an 
echocardiography study that occurred more than 1 yr before the death date (if 
deceased) or last-known physical encounter within our system (if alive). Studies 
without a death date or at least 1 yr follow-up (physical encounter) were excluded.

Image collection and preprocessing. An echocardiography study consists of 
several videos containing multiple views of the heart. Two clinical databases, 
Philips iSite and Xcelera, contained all echocardiograms collected at Geisinger. We 
used DCM4CHEE (v.2.0.29) and AcuoMed (v.6.0) software to retrieve a DICOM 
file for each echocardiography video.

The retrieved DICOM files contained an annotated video and a raw video from 
when the equipment was configured to store it. The raw video contained only the 
beam-formed ultrasound image stored in a stream-of-bytes format, whereas the 
annotated video contained annotations (such as the view name) on top of the raw 
video (Supplementary Fig. 1). We used raw videos for all analyses. Since the videos 
in raw format varied in frame rate across studies, we linearly interpolated all videos 
to 30 frames per second.

Along with the video data, the DICOM file included tags that labelled each 
video, indicating the specific image orientation in which it was acquired, which we 
refer to as a view. These view tags had slight variations across studies for the same 
type of view. For example, an apical four-chamber view could be tagged as ‘a4’, ‘a4 
2d’, or ‘ap4’. We visually inspected samples of each unique tag and grouped them 
into 30 common views (Supplementary Table 6).

For the entire cross-validation cohort, the average number of views available 
for negative samples was 19.4 and the interquartiles were 19 and 22. For positive 
samples, the average was 18.3 videos and the interquartiles were 18 and 22 videos 
per sample. The median number of videos was 20 for both positive and negative 
samples.

When a study had multiple videos from the same view, we selected the video 
with the longest duration.

Since each video from a view group could potentially have different 
dimensions, we normalized all videos to the most common row and column 
dimension pairs of its corresponding view. We cropped or padded each frame with 
zeros to match the most common dimensions among the view group, keeping the 
beam-formed image centred.

We note that the image-size normalization (cropping and padding) had a 
minimal effect on the video because the standard echocardiography views centre 
the anatomical region of interest. For example, we cropped and padded more than 
6 rows on fewer than 3% of the PL DEEP videos, from which only 17 cases were 
cropped and the rest were zero padded. Generally, border areas do not contain 
features of interest (Fig. 4 and Supplementary Fig. 1).

Data selection. We systematically extracted echocardiography studies from our 
clinical imaging archives (acquired after February 2011) to research servers for this 

analysis, and subsequently retained only raw video data from these studies, where 
available. This extracted subset of the total clinical archive was divided into three 
distinct groups to conduct the experiments described above (the characteristics of 
each are described in Supplementary Table 1). In each case, follow-up beyond 1 yr 
or date of death within 1 yr was known.
 (1) Cross-validation experiment: comprised 42,095 studies with 812,278 videos 

collected from 34,362 individuals, drawn without prede"ned patient-selection 
criteria from the clinical echocardiography archive.

 (2) Cardiologist surveys: comprised 600 studies with 11,357 videos collected 
from 600 individuals, again taken from the unselected clinical data extraction 
but held out from the cross-validation experiment set and pre-speci"ed to 
have balanced outcome labels (300 dead and 300 alive at 1 yr).

 (3) Heart failure experiment: comprised 3,384 studies with 58,561 videos col-
lected from 2,404 individuals, speci"cally selected from the clinical archive 
on the basis of the presence of heart failure—based on the ‘de"nite’ eMERGE 
algorithm39 criteria—at the time of the echocardiogram.

The 42,095 studies in the cross-validation set are a subset of a previously 
published cohort22 (Supplementary Information, ‘Comparison of cross-validation 
results with Samad et al.’, presents an analysis on performance differences).

Cardiologist survey. According to a previous study22, the top 10 most predictive 
clinical (EHR) variables for 1 yr mortality following an echocardiogram are age, 
tricuspid regurgitation maximum velocity, heart rate, low-density lipoprotein, 
LVEF, diastolic pressure, pulmonary artery acceleration time, systolic pressure, 
pulmonary artery acceleration slope and diastolic function. These 10 variables 
contained more than 95% of the power for predicting 1 yr survival in 171,510 
patients22. For the sake of assessing the cardiologists’ performances in an efficient 
manner, we presented these top 10 variables as a summary of the patient’s status 
as of the day of the echocardiogram. Along with these ten measurements, we 
also presented a parasternal long-axis video. This view is typically reported by 
cardiologists as the most informative summary view of overall cardiac health 
because it contains elements of the left ventricle, left atrium, right ventricle, aortic 
and mitral valves, and whether or not there is a pericardial or left pleural effusion, 
all within a single view.

Following a sample size calculation (Pearson chi-squared test) to estimate 
and compare prognostic accuracy between the cardiologists and the model, the 
cardiologists completed a survey set of 600 samples. We assumed a 10% difference 
in accuracy between machine and cardiologist (80% versus 70%), 80% power, a 
significance level of 5%, and an approximate 40% discordancy. The calculation 
(performed with Power Analysis Software PASS v.15) showed that we needed at 
least 600 patients (300 alive and 300 deceased). We therefore randomly sampled 
300 positive and 300 negative studies that contained a parasternal long-axis view, 
ensuring that none of these patients remained in the cross-validation set.

The first survey presented one patient sample at a time and was designed to 
score the cardiologists’ aggregated discrimination ability. Supplementary Fig. 2 
shows the interface for the first survey. We showed the ten EHR variables in a table 
and two versions of the video, raw and annotated. The application then recorded 
the cardiologist prediction as they clicked on either the ‘alive’ or ‘dead’ buttons.

The second survey presented paired samples and was designed to assess 
the discrimination ability of each cardiologist while controlling for mortality 
prevalence. We prepared 300 pairs on the basis of sex, age (within 5 yr) and LVEF 
(within 10%). We paired all 300 positive cases to a negative case, where 213 
negatives were unique and the remaining 87 pairs had to contain already-used 
negatives to preserve the matching criteria. Thus, all positive cases were unique. 
Supplementary Fig. 3 shows the interface for the paired survey, where we showed 
the video and ten EHR variables for two age-, sex- and LVEF-matched patients.

The third and last survey presented individual samples followed by the same 
sample with additional information extracted from the DNN model. We presented 
the machine score and occlusion maps to assess whether the inclusion of machine 
information could improve the cardiologist-aggregated score performance.

We presented the same 600 patients twice. First, we showed the individual 
sample as in Supplementary Fig. 2 and, immediately after, we showed the same 
sample with the calibrated risk score from the model and occlusion map. The 
cardiologists then either amended or reiterated their prediction.

To avoid incremental performance changes while the cardiologists progressed 
through the survey, we presented them, before taking the survey, with 80 
examples with machine predictions, occlusion maps and true outcomes from the 
cross-validation set. The 80 examples were distributed in 4 groups of 20, grouped 
by history of heart failure only, history of myocardial infarction only, history 
of both, or history of neither. Each of the four groups were further split into 
five examples that fell into each of the four quadrants of the confusion matrix. 
Supplementary Fig. 4 shows the interface for the model-assisted portion of the 
third survey, where we added a ‘machine prediction’ row and a occlusion-map 
video.

We note that no individual patient-level response feedback was presented to 
the cardiologists between any surveys (to avoid confounding results of subsequent 
surveys from knowledge gained through prior surveys) and a minimum of 15 d 
elapsed between surveys for a given cardiologist.
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We acknowledge that none of these surveys was designed to represent normal 
clinical practice, and prediction performance in a real-world setting is probably 
enhanced by access to the full medical record, physical exam and other factors. 
However, the surveys were designed to efficiently estimate a baseline performance 
when constrained to a limited input set, as well as the ability to enhance that 
baseline performance with the assistance of a DNN model.

Neural network architectures. We designed four different low-parameter 
architectures: (1) A time-distributed 2D CNN with long short-term 
memory (LSTM) (Supplementary Fig. 5 and Supplementary Table 2), (2) a 
time-distributed 2D CNN with global average pooling (GAP) (Supplementary 
Table 3), (3) a 3D CNN (Supplementary Fig. 6 and Supplementary Table 4) and 
(4) a 3D CNN with GAP (Supplementary Table 5). For simplicity, we abbreviate 
the four candidate architectures: 2D CNN + LSTM, 2D CNN + GAP, 3D CNN 
and 3D CNN + GAP.

The 2D CNN + LSTM consisted of a 2D CNN branch distributed to all frames 
of the video. This architecture was used for a video description problem49, where 
all frames from a video belonged to the same scene or action. It is therefore 
assumed that static features would be commonly found by the same 2D kernels 
across the video. This assumption was put in practice for echocardiography view 
classification50. The LSTM layer aggregates the CNN features over time to output a 
vector that represents the entire sequence.

The 2D CNN + GAP approach exchanged the LSTM layers for the average 
CNN features as a time aggregation of frames. The GAP layer provided two 
advantages: it required no trainable parameters, saving 10,736 parameters from 
the LSTM layers, and it enabled feature interpretation. The final fully connected 
layer after the GAP provided a weighted average of the CNN features, which could 
indicate what sections of the video were weighted more in the final decision. The 
3D CNN approach aggregated time and space features as the input data flowed 
through the network.

As opposed to the 2D CNN approach, a 3D CNN incorporated information 
from adjacent frames at every layer, extracting spatiotemporal dependent features 
which have also proven to be useful for video classification7,51. In a 3D CNN 
approach, a GAP layer reduced the fully connected layer input from the feature 
map size to the number of filters. Thus, the GAP layer also reduced the number of 
parameters from 641 to 17.

We defined the convolutional units of the 2D and 3D CNNs as a sequence of 
7 layers in the following composition: CNN layer, batch normalization, rectified 
linear unit, CNN layer, batch normalization, rectified linear unit and Max Pooling 
(Supplementary Fig. 9). All kernel dimensions were set to three and Max Pooling 
was applied in a 3 " 3 window for 2D kernels and 3 " 3 " 3 for 3D kernels. We also 
added four additional versions by increasing the kernel sizes from three to five 
pixels in all dimensions, resulting in a total of eight candidate video models per 
echocardiography view.

We chose a low-parameter design due to the high computational cost of 
the presented experiments and to reduce the chance of overfitting. To complete 
all experiments, we fit a total of 1,152 neural network models (24 views " 5 
folds " 8 models for the cross-validations experiments plus 24 views x 8 models 
for the final versions) which fully occupied all 16 GPUs in our NVIDIA DGX-2 
for approximately 40 d. Deep learning models typically consist of millions of 
parameters; for example, the Inception model has 25 million parameters52 and 
ResNet more than 40 million parameters53, rendering the computational cost to 
train such large networks as prohibitive and, given the performance demonstrated 
in our models, potentially unnecessary. Our largest model consisted of less than 
20,000 parameters (Supplementary Tables 2–5).

We implemented these networks using the docker container tensorflow:19.08–
py3 (available at nvcr.io/nvidia/ or via https://ngc.nvidia.com) with Python v.3.6.8, 
Tensorflow module v.1.14, and Keras module v.2.2.4-tf.

Cross-validation procedure. Using the cross-validation set described in 
Supplementary Table 1, we split the echocardiography studies into five folds, 
where, at each of the five iterations, a fold was used for testing and the rest for 
training. We enforced two constraints on the folds content: (1) studies from the 
same participant could not be present in more than one fold, and (2) each fold 
contained a similar positive prevalence (of 1 yr all-cause mortality) as the entire 
dataset. For each training set, we set aside one-tenth of the studies, with a balanced 
prevalence, as a proxy to the test set for internal validation.

As we trained the DNN, we evaluated the loss (binary cross-entropy) on the 
internal validation set at each epoch. If the internal validation loss did not decrease 
for more than ten epochs, we stopped the training and recovered the model 
weights at the minimum validation loss54.

We trained all video architectures on all available views in the training set. 
For each view, we chose the architecture with the highest AUC in the internal 
validation set and used that model to report performance for that view in all 
subsequent experiments (a summary of the architectures chosen for each view 
is shown in Supplementary Table 8, and an example for the PL DEEP view is 
provided in Supplementary Table 9).

We concatenated EHR-derived features and video risk scores for each view to 
fit a classification pipeline composed of an interquartile range scaler, a multivariate 

imputation by chained equations55 and an XGboost classifier56. This pipeline was fit 
at each training fold and applied to its corresponding test set to produce the output 
risk score.

Since the mortality prevalence in the overall dataset was imbalanced (14.6% of 
patients died within a year of the echocardiography study), we set the weights (wi) 
for each class i as follows:

wi !
Total number of samples

2 ´ "Number of samples in class i# "1#

All training was performed on an NVIDIA DGX-2 computer unit by 
independently fitting each model on each of the 16 available GPUs.

Statistical analysis. In all survival analyses, we used the time to death or 
last-known living encounter (censored) from the echocardiography study and the 
predicted labels to stratify the probability of survival for the Kaplan–Meier plots 
and Cox proportional hazard ratio analysis. The analysis was conducted using 
the lifelines Python package v.0.25.4. The thresholds for both the DNN and SHF 
models were chosen as the midpoint in the score range.

For the cross-validation experiment where we obtained an AUC estimate 
per fold, we reported the average across the 5 folds and 95% CI, computed as 
± 1:96!=

!!!
5

p

I
.

For the remaining experiments, where only a single AUC was available (heart 
failure and survey cohorts), we bootstrapped the AUC estimation for 10,000 
iterations and reported the 2.5th and 97.5th percentiles as the 95% CI.

To report significant differences when comparing the predictive performance 
with the paired survey data, we conducted paired proportion tests on the number 
of correct answers out of the 300 samples. We conducted a total of four tests 
comparing each of the four cardiologists to the DNN model, hence the P-value 
corrected threshold of 0.05/4. For the statistical computations, we used the 
statsmodel package for Python v.0.11.1.

Implementation of the SHF score. We computed the SHF score as described57, 
with the exception that systolic blood pressure, haemoglobin, percentage of white 
blood cells in the form of lymphocytes, uric acid, total cholesterol and sodium were 
defined as the most recent available measurement before (within 1 yr) or the day 
of the echocardiogram, instead of using a potentially closer measurement in the 
future. For predicting future events, we blinded both the DNN and SHF models to 
data collected after the date that the echocardiogram was acquired.

Heart failure subtype definition. Heart failure type (that is, HFrEF versus HFpEF) 
was determined for each sample using all previous available ejection fraction 
measurements up to 6 months prior to heart failure diagnosis as follows: (1) HFrEF 
if any LVEF # 50%; (2) HFpEF if all LVEF $ 50%; or (3) no subtype was assigned if 
no LVEF was reported.

Reporting Summary. Further information on research design is available in the 
Nature Research Reporting Summary linked to this article.

Data availability
The main data supporting the results in this study are available within the paper 
and its Supplementary Information. All requests for raw and analysed data will 
be reviewed by the Legal Department of Geisinger Clinic to verify whether the 
request is subject to any intellectual property or confidentiality constraints. 
Requests for patient-related data not included in the paper will not be considered. 
Any data that can be shared will be released via a Material Transfer Agreement for 
non-commercial research purposes.

Code availability
All requests for code will be reviewed by the Legal Department of Geisinger 
Clinic to verify whether the request is subject to any intellectual property or 
confidentiality constraints. Any code that can be shared will be released via a 
Material Transfer Agreement for non-commercial research purposes under the 
Creative Commons Attribution NonCommercial–NoDerivatives 4.0 license. Code 
to reproduce Supplementary Fig. 10 is available at: https://github.com/alvarouc/
geisinger-echo-mortality.
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Sample size We needed at least 600 patients (300 alive, 300 deceased), as indicated by a Pearson Chi-square test-sample-size calculation, to estimate and 
compare prognostic accuracy between the model and a cardiologist's predictions. We assumed a 10% difference in accuracy between 
machine and cardiologist (80% vs 70%), 80% power, a significance level of 5%, and an approximate 40% discordance. This was calculated using 
Power Analysis Software (PASS v15).

Data exclusions Pre-established criteria for exclusion of data were: 1. Exclude echocardiography studies acquired before February 2011, without raw video 
data available, 2. Exclude videos from the echocardiography study that did not contain view label information, 3. Exclude patients without 
enough follow up, as we can not define the survival status. Additional criteria were imposed to remove rare echocardiography views (less than 
5,000 samples).

Replication We contained all our software dependencies in a Docker container. All code is version-controlled and experiments can be reproduced on 
hardware with NVIDIA V100 GPUs. Data used in this study was stored and backed up for future experimental reproducibility.

Randomization The dataset was randomly divided in training and testing folds for cross-validation. The 600 studies for the survey set consisted of 300 
randomly drawn samples from each group (survives or dies within a year of the echocardiography study).

Blinding The cardiologists were blinded from actual patient-survival data, from each other's and from the model's performance, until the final release 
of the results.
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Population characteristics The sample in our study represents a patient population in a clinical setting. The average patient ages for the cross-validation 
survey and the two heart-failure datasets were 66 (+/– 16; s.d.), 68 (+/–16, s.d.), and 73 (+/–14, s.d.), respectively. The 
proportion of studies from male patients was 51%, 56%, and 56% respectively. Supplementary Table 1 provides a detailed 
description.

Recruitment We collected samples from a clinical database. Potential sources of bias are the large prevalence of Caucasians (>95%) in our 
geographical area and the availability of raw echocardiography videos as inclusion criteria.

Ethics oversight This retrospective study was approved by Geisinger's institutional Review Board and was performed with a waiver of consent.

Note that full information on the approval of the study protocol must also be provided in the manuscript.


